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Session 1 – Surviving in R

Session Outline

i) Getting Help in R

ii) Import and Exporting Data

iii) Manipulating your data

iv) Presenting your data

v) Drawing a survival curve

Starting R:

From the BioSlax LiveCD, Kstart -> BioSLAX -> Console Apps -> R BioConductor

Or start by clicking on black screen Console button at the menu bar. This will start up the Konsole application which gives you the shell Prompt.

Start R by keying in emboldened below, at the command prompt bioslax~ # 
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Bioslax ~ #    R [Press ENTER]

R version 2.6.2 (2008-02-08)

Copyright (C) 2008 The R Foundation for Statistical Computing

ISBN 3-900051-07-0

R is free software and comes with ABSOLUTELY NO WARRANTY.

You are welcome to redistribute it under certain conditions.

Type 'license()' or 'licence()' for distribution details.

R is a collaborative project with many contributors.

Type 'contributors()' for more information and

'citation()' on how to cite R or R packages in publications.

Type 'demo()' for some demos, 'help()' for on-line help, or

'help.start()' for an HTML browser interface to help.

Type 'q()' to quit R.

>

From this R command prompt starting with the sign “>”, you can start invoking R commands.

Windows Users,

R should be installed and an icon would have appeared on your desktop. Double-click it.

Getting Help in R

The very first command in R which we should learn is help. Help is the most powerful command in R. Learn how to use it well and you’ll master R in seconds.

There are two essential commands to access the help documentations, ? or help. To run the help for help (as silly as that sounds), type

>help()


or


>?help 
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help                  package:utils                  R Documentation
Documentation

Description:

     
 These functions provide access to documentation. Documentation on

       a topic with name 'name' (typically, an R object or a data set)

       can be displayed with either 'help("name")' or '?name'.

  Usage:

      help(topic, offline = FALSE, package = NULL,

          lib.loc = NULL, verbose = getOption("verbose"),

          try.all.packages = getOption("help.try.all.packages"),

          chmhelp = getOption("chmhelp"),

          htmlhelp = getOption("htmlhelp"),

          pager = getOption("pager"))

      ?topic

     type?topic

Arguments:

.....(R output)

Details:

.....(R output)

Examples:

The first line tells us that the help command falls under the package utilities. Usage tells us the full functionality of the help command and how to arguments which you can give to the command. Each word in the parentheses '()' are separated by commas ',' with an equal sigh '=' to assign a particular option to the argument. The arguments are are further explained in the Arguments section and tell what possible combinations of options which you can pass to these arguments. The options are futher explained in the Details section. There are other sections in the help, which give you information about the author of the command, and how to reference if one uses the command. My favourite section is Examples. Trying the examples allows me to understand the functionality of the command much faster than reading all of the text.
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If all else fails, try the examples










or GOOGLE IT!

To Navigate within the help

To move up and down the help message screen, you can scroll up or down using the following keys:

Press [PgDn]  or [SPACE] key  to page down

Press [PgUp] to page up

[Arrow Key Up] or [k] to move one line up

[Arrow Key Down] or [j] to move one line down

[q] to quit the help message and get back to the R command prompt.

     Tip!
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Forgotten a command? Use the [TAB] key to give you a list of possible commands. [TAB] is a useful key when you only remembered the first few letters of the command. Take for instance, I only remembered the letters ‘he’ from the ‘help’ command. At the R prompt, I can type [h][e][TAB] and the following words would appear on the screen,

> he


head        head.matrix heat.colors heatmap     help        help.search 


help.start

R then tells me that these are possible commands that I am looking for! So who says you need to memorize everything?

Basic Commands in R

The Dataset which we is of interest to us is the Melanoma dataset and this dataset is located in the MASS package. To first access the dataset, we must first tell R to load the MASS package. When that package is loaded into the R workspace, only then will the function 'data' search and find the Melanoma dataset. 

>require(MASS)

>data(Melanoma)

Check to see if the data is loaded in your workspace. The function ls list all the variables in your R workspace. 

>ls()

This will print out all of the contents in the variable Melanoma

[1] “Melanoma”

Let’s try an example of getting help for the Melanoma dataset.

>?Melanoma

Which package is the Melanoma Dataset from? How many patients are recorded in this dataset?

Print out the contents of the Melanoma dataset, by typing the variable name. 

>Melanoma 

   time status sex age year thickness ulcer

1     10      3   1  76 1972      6.76     1

2     30      3   1  56 1968      0.65     0

3     35      2   1  41 1977      1.34     0

4     99      3   0  71 1968      2.90     0

5    185      1   1  52 1965     12.08     1

6    204      1   1  28 1971      4.84     1

7    210      1   1  77 1972      5.16     1

8    232      3   0  60 1974      3.22     1

9    232      1   1  49 1968     12.88     1

10   279      1   0  68 1971      7.41     1

11   295      1   0  53 1969      4.19     1

12   355      3   0  64 1972      0.16     1

13   386      1   0  68 1965      3.87     1

....(R_Output)

This Melanoma dataset has 8 columns and many many rows. The first column of the dataset contains the row.names. The second column onwards is the actual data itself, and it begins with 'time', followed by 'status' and ends with 'ulcer'. The first row is the name of the columns given to the data. While it is possible to have 'ahem', nameless columns, naming your columns makes perfect sense and you'll find it easier to track and ammend your data.

Let's start by finding out more about the Melanoma dataset. We will use the 'class' function to determine what type of data the Melanoma dataset is in. 

>class(Melanoma)

[1] "data.frame"

A data.frame is a nice datatype in R and is used very frequently in R. Think of it as a matrix which can store integers, numbers and characters. But we do not know at this point what the data.frame Melanoma holds. Is it all of int type? Or is of numerical type? We will answer those questions with the command str. str is the “structure of an arbitrary R object” command and will display the “Melanoma” object’s contents. Run > help(str) and see the output!

>str(Melanoma)

'data.frame':   205 obs. of  7 variables:

 $ time     : int  10 30 35 99 185 204 210 232 232 279 ...

 $ status   : int  3 3 2 3 1 1 1 3 1 1 ...

 $ sex      : int  1 1 1 0 1 1 1 0 1 0 ...

 $ age      : int  76 56 41 71 52 28 77 60 49 68 ...

 $ year     : int  1972 1968 1977 1968 1965 1971 1972 1974 1968 1971 ...

 $ thickness: num   6.76  0.65  1.34  2.90 12.08 ...

 $ ulcer    : int  1 0 0 0 1 1 1 1 1 1 ... 

 Tip!
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Tired of repeating the typing of commands?  Use the arrow up and down key to scroll up and down the history of all the commands you have typed during the session, and you can edit 
the command closest to what you want to type, and that will save you a lot of keystrokes, and is a Godsend for those who cannot touch-type! 

We note that the sex variable is listed as int (no prizes for guessing this means integer) with the values 0 and 1. This is not an accurate description of the data. Perhaps we would like to label that as 'male' and 'female'. Another variable class listed is num (no prizes either for guessing this means numerical).

To confirm, let’s run the command

>class(Melanoma$sex)

[1] “integer”

Indeed, the class of the Melanoma dataset, column sex, is actually “integer”. Notice a new symbol that we have attempted to use, the dollar sign $. Remember what I said earlier about naming your columns?  We simply tell R, the column name is sex and it will only select the data that the column sex is holding.

 Tip!
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Forgotten what your variable is carrying? Forgotten the names of the columns? Use the [TAB] button again. Type your variable name and end it with the dollar sign. Then press [TAB], eg


> Melanoma$


Melanoma$age        Melanoma$thickness  Melanoma$year


Melanoma$sex        Melanoma$time       


Melanoma$status     Melanoma$ulcer      

So clearly, the column sex is not quite right. I don't remember hearing a sex with 1s and 0s. Let's fix that. Let's use this command,

>as.factor(ifelse(Melanoma$sex==0,'female','male'))->sex

Oh golly! That's a mouthful isn't it? Work with the inner brackets first and slowly work your way out. The first command we use is the ifelse command. Ifelse commands are lovely commands, we use it all the time, eg, IF Oil prices reach more than USD 150 per barrel, we would start appreciating SMRT more ELSE  people would drive more. In our case, 

ifelse(Melanoma$sex==0

means that if the elements in the Melanoma$sex column equals to zero

'female'

it is a female, else

'male'

it is a a male. We can use this simple ifelse command because we know that the Melanoma dataset has only two types of sex, 0 and 1. (we would be very worried if there was a third)

The second set of parentheses which is the as.factor command converts the output of the ifelse command into a datatype factor. Ifelse  would return a vector of characters. A vector of characters is not our desired output, because we know that there are only two types of sex, which is male and female. Try ?factor for more info on factors.

->sex

The last part assigns all of what we've done into this new variable sex. The dash-arrow -> is called an assignment. You put all of it into the sex variable.


Still Blur?



Do it one by one. Understand what the first command does


>ifelse(Melanoma$sex==0,'female','male')


then do


>as.factor(ifelse(Melanoma$sex==0,'female','male'))


then finally


>as.factor(ifelse(Melanoma$sex==0,'female','male'))->sex

We can then check what type of data type this is.

>class(sex)

Place whatever that is in the new object “sex”, and stick it back into the data.frame of Melanoma by using this assignment command with the <-   “back arrow”

>Melanoma$sex<-sex

>class(Melanoma$sex)

[1] “factor”

Wow, confused yet? 

Let’s open another window. [Ctrl][Shift][n]

Start R again. Yes, you have to practice starting and stopping R as a regular routine. Put the windows side by side and compare what you have just done.

# R

> require(MASS)

> data(Melanoma)

> class(sex)

Error: “Sex” not found

>class(Melanoma$sex)

[1] “integer”

>as.factor(ifelse(Melanoma$sex==0,’female’,’male’))->sex

This assigns as a factor, 0 to female and anything else ie. 1 to male and puts it in the object “sex”

>class(Melanoma$sex)

[1] “integer”

(still an integer because we haven’t changed it yet. We merely changed the new object “sex”

>Melanoma$sex<-sex

Put the sex object back into Melanoma dataframe, and you will see the class of Melanoma$sex now changed to a factor.

>class(Melanoma$sex)

[1] “factor”

>Melanoma[1:10,]

Tasks (or homework for you)

i) Do the same for the variable 'ulcer' by labeling it as 'presence' and 'absence'.

ii) Do the same for the variable 'status' by labeling 1= DEAD, 2=ALIVE, 3=OTHER

Answer (i)

>as.factor(what command should you put inside here?)->ulcer

>Melanoma$ulcer<-ulcer

> Melanoma[1:10,]

   time status    sex age year thickness    ulcer

1    10      3   male  76 1972      6.76 presence

2    30      3   male  56 1968      0.65  absence

3    35      2   male  41 1977      1.34  absence

4    99      3 female  71 1968      2.90  absence

5   185      1   male  52 1965     12.08 presence

6   204      1   male  28 1971      4.84 presence

7   210      1   male  77 1972      5.16 presence

8   232      3 female  60 1974      3.22 presence

9   232      1   male  49 1968     12.88 presence

10  279      1 female  68 1971      7.41 presence

Answer (ii)

>as.factor(What command should you put inside here?)->status

>Melanoma$status<-status

>Melanoma[1:10,] 

   time status    sex age year thickness     ulcer 

1    10  OTHER   male  76 1972      6.76 presence 

2    30  OTHER   male  56 1968      0.65  absence 

3    35  ALIVE   male  41 1977      1.34  absence 

4    99  OTHER female  71 1968      2.90  absence 

5   185   DEAD   male  52 1965     12.08 presence 

6   204   DEAD   male  28 1971      4.84 presence 

7   210   DEAD   male  77 1972      5.16 presence 

8   232  OTHER female  60 1974      3.22 presence 

9   232   DEAD   male  49 1968     12.88 presence 

10  279   DEAD female  68 1971      7.41 presence 

Importing/Exporting Data

Now that we've done some changes to the data from the original, we would like to save these changes (in case we make one of those horrendous blunders and all of the data goes missing).

R allows you to save your data in many formats. You can choose from tab-separated values, to comma-separated values to R's unique binary datafile. (I find this exceptionally useful as this saves much hard disk space.)

Save your Melanoma dataset the following way

>save(Melanoma,file='melanoma.Rdata') 

This saves the Melanoma variable in the file 'Melanoma.Rdata'. Save can also save multiple variables and put it in the same file. When dealing with character data types, you need to include them in quotation marks ' or ''.  Try >save(Melanoma,file=melanoma.Rdata) and see what error R gives you. 


Tip!



Don't be afraid to make mistakes/errors.  It's the best way to learn. I myself have made many many 
errors/mistakes/blunders/sins learning R Bioconductor. Even the experts on the R/Bioconductor forums make mistakes. Heck, even George Bush made mistakes on weapons 
of mass destruction. So go out there and just have fun. If R is making you go 'arrrgggghhh' 
all the time, take a break, have a cup of coffee and get back into it again. Perhaps when you come back refreshed, you'll soon find your mistake and learn not to make them anymore. 

>save.image() 

This command is more powerful. Imagine impeding doom as a meteor is about to strike earth. You need to save all your data from your workspace. Save.image puts all your variables into the default binary file '.Rdata'. 

Clear all your data from your workspace. When using the rm command, be very careful in how you use it. There have been times i have been caught unaware and accidentally removed a much needed variable from my workspace(that's proof that i've made some horrible blunders!)

>rm(list=ls())

Revive your Melanoma Dataset with the load command. 

>load('melanoma.Rdata')

Tasks (or homework for you)

i) Save your data in a comma-separated file

ii) Save your data in a tab-separated file

iii) Clear your workspace and Revive both files

Hints: try using the following functions, use help to find out how to use these functions

write.csv

write.table

read.table


Tip!



Separators. In the world of non-Microsoft Excel, there are unfortunately no lines to 
distinguish between one field or another. You need to describe them. Use sep=',' or sep='\t' to 
separate the fields between commas and tabs. Remember to use open and close quotation 
marks. \t indicates that a [TAB] spacing is used. If you're a C programmer you ought to 
remember this, but if you've forgotten, (bad bad you), that's what this tip is for.

Data Manipulation

Earlier, we've learnt some ways to manipulate the data, particularly in using the dollar sign $ to access the columns in the dataframe. 

R's syntax makes it easy to extract vital information from the dataset, i.e. selecting only parts of the dataset of interest for analysis.

Okiedokie. Let's learn some simple commands to find out the size of Melanoma. We want to know Melanoma better. Try these few commands and see what the output is like.

>dim(Melanoma)

How different is dim from there two commands?

>nrow(Melanoma)

>ncol(Melanoma)

That's right! They're the same thing. Some of us are plain lazy and prefer just typing one command as opposed to two. 

Lets move on with the name of the columns in the Melanoma dataset. 

>colnames(Melanoma)

Any guesses for what the command is to find out the name of the rows in the Melanoma dataset?

Hint: It starts with the word row....

Hint no. 2: What's the key to press if you're really absent minded like me and you can't remember the name of the command?

Excellent. The rownames are just numbered from 1 to 201. It's optionally and some use it and some don't. In our case, we don't really need to use it.

Moving on, one of other more powerful symbols to learn in R (apart from the non-money making dollar sign $), is the colon : Colon allows you to quickly create a vector of numbers with increments of ones. Let's try a few things

>1:10

>1.09832:10

[1] 1.09832 2.09832 3.09832 4.09832 5.09832 6.09832 7.09832 8.09832 9.09832

There's no 10.09832, as the upper bound is 10. We'll find this colon symbol real useful when we start to subset data.frames.

But what if i'm a real picky fella and I just want the numbers 1 and 4 only? 

>c(1,4)

Can you try with numbers 1,3 and 5 only? Notice that c is a new command. It combines the arguments that you give to it. Also a very powerful tool in R. 

Now let's get onto that task of subsetting the Melanoma dataset. Use the square brackets [] to indicate the elements of the data.frame. The comma separates between rows and columns. Take for example 

>Melanoma[1:10,c(1,4)]

   time age

1    10  76

2    30  56

3    35  41

4    99  71

5   185  52

6   204  28

7   210  77

8   232  60

9   232  49

10  279  68

This means that we are subsetting the data.frame Melanoma into the first 10 rows, and columns 1 and 4 only. 

Alternatively, you can use the names of the columns to subset this

>Melanoma[1:10,c('time','age')]

Relationship operators are a great way of querying your data and finding out what you want. Yes, they can take some time to get used to, but like ifelse statements and riding bicycles, once you've learnt them, you'll never forget them. Our first relationship operator is >, which means more than something. If we're interested in hunting Melanoma patients more than the age of 50, simply

>Melanoma$age>50

 [1]  TRUE  TRUE FALSE  TRUE  TRUE FALSE  TRUE  TRUE FALSE  TRUE  TRUE  TRUE

 [13]  TRUE  TRUE FALSE  TRUE FALSE  TRUE  TRUE  TRUE  TRUE FALSE FALSE FALSE

 [25]  TRUE  TRUE  TRUE  TRUE FALSE FALSE  TRUE  TRUE  TRUE  TRUE  TRUE  TRUE

 [37] FALSE  TRUE  TRUE FALSE  TRUE  TRUE  TRUE  TRUE FALSE  TRUE  TRUE  TRUE

 [49]  TRUE  TRUE  TRUE  TRUE  TRUE  TRUE FALSE  TRUE FALSE FALSE FALSE FALSE

 [61] FALSE  TRUE  TRUE  TRUE  TRUE  TRUE FALSE  TRUE FALSE  TRUE FALSE  TRUE

 [73]  TRUE FALSE  TRUE FALSE  TRUE  TRUE FALSE FALSE  TRUE FALSE FALSE  TRUE

 [85] FALSE  TRUE  TRUE  TRUE  TRUE FALSE  TRUE  TRUE  TRUE  TRUE FALSE  TRUE

....R_Output

What have you done? You've just told R to search through the age column in the Melanoma dataset and if any of the data in each row is above the value 50. If it is, it reports True otherwise it reports False. This is a vector of class logical. We can check this by using our class command. Do class(Melanoma$age>50) and see what happens. 

We can then use these logicals to subset our Melanoma dataset. 

>Melanoma[Melanoma$age>50,]

    time status    sex age year thickness ulcer

1     10      3   male  76 1972      6.76     1

2     30      3   male  56 1968      0.65     0

4     99      3 female  71 1968      2.90     0

5    185      1   male  52 1965     12.08     1

7    210      1   male  77 1972      5.16     1

8    232      3 female  60 1974      3.22     1

10   279      1 female  68 1971      7.41     1

11   295      1 female  53 1969      4.19     1

Notice that is another way of using the square brackets. Notice that the column entry within the square brackets is empty? If it is unspecified, it would report ALL the columns of the dataset. 

Now that we've managed to subset the Melanoma dataset, how many patients are above the age 50? can we count them? With those relationship operators that we've learnt earlier, we have easily created a logical vector of True and False values. It's super easy to find out the total number of trues and false.  Just use the sum command or table command to find that out. Both commands work differently, but address the same problem. In some instances, table cannot be used where sum can or vice versa. 

>sum(Melanoma$age>50)

[1] 118

>table(Melanoma$age>50)

FALSE  TRUE 

   87   118

We now know that there are 118 patients above 50 while the rest (87) are below 50. 

That concludes our little exercise on subsetting and manipulating the data. 
Try these tasks on your own.

Tasks

i) Subset dataset for only male patients

ii) Subset dataset for male patients with ulcer present

iii) Subset dataset for female patients above the age of 50

iv) The thickness of the ulcers for female patients above the age of 50

Tips!



Play with the relationship operators. Apart from >, which means larger than, or <, which 
means less than, there's the == operator which means equal to. There's also the exclamation 
mark !
Which is also known as the NOT operator. And what does != mean? You're 
absolutely right, NOT EQUAL to. Other known operators is the famous AND operator & 
and OR operator |.  Ok, some examples


a>50 → if a is bigger than 50, True, otherwise False


a>50 & a<100, if a is bigger than 50 AND less than 100, True, otherwise False


You can try something like this for the tasks above


sex==(enter it here) & ulcer ==(enter it here) 

Answers

iv)

 [1]  2.90  3.22  7.41  4.19  0.16  3.87 13.85  0.32  8.54  2.58  0.97  6.44 

[13]  2.58  1.34  3.87  3.54 17.42  1.94  0.16  1.29  0.16  1.62  2.10  1.37 

[25]  0.81  1.29  1.29  1.13  1.29  2.26  0.97  0.81  1.94  1.53  1.62  0.97 

[37]  3.06  1.94 12.88  2.58  0.64  3.22  0.32  3.06  0.65  0.97  1.76  1.94 

[49]  9.66  0.10  4.83  0.97  2.90  3.87  1.94  1.45  0.48  1.94  3.54  0.48 

Presenting your data

As scientists we love graphs. Great graphs presents our data well and makes us draw conclusions real easy. There's no better than to put out a fantastic graph and be-dazzle your audience as you make your scientific analysis. R has that power to create those graphs that you want. It is highly customizable to your needs and wants.

Let's first plot our first boxplot. A boxplot shows us the distribution of the data. We can quickly identify the first quartile, median, 3rd quartile and end-tails of the data.

>boxplot(Melanoma$age)


Alternatively, you can plot a histogram. A histogram can tell you if the data is normally distributed, it is skewed, or it is a bimodal distribution type (twin peaks).

>hist(Melanoma$age)

Here's a small segment of code to plot a histogram with a density line and output into the png file, histogram.png. The first line opens the PNG device with the filename 'histogram.png' (remember the quotation marks from earlier for characters). Plot it with the command hist, and give it the option prob=T, which means plot as probabilities instead of the default frequency. The next line is a series of commands, the density of the age of patients is identified first, and the output of the density command is given to lines to put plotted onto the PNG device. The last line, closes the PNG device and ends the PNG file.

>png('histogram.png')

>hist(Melanoma$age,prob=T)

>lines(density(Melanoma$age))

>dev.off()

From these results we can see that there is one outlier, and the data appears to be normally distributed. Let's see if the data from year to year appears to be in the same distribution. 
How does the age of the patient vary from year to year?

Let me introduce a new symbol, tilde or ~. This symbol is great if you want to find associations or build models. Let's say for example our common y=mx+c problem. y and x are the variables, with m the slope and c the intersect. So using our new tilde symbol, how do we build a model for R to interpret?

y~x

or

response variable ~ explanatory variables.


Tip!



The ~ symbol is NOT the same as the = symbol. The = is usually an assignment, and most R 
users rarely use the = assignment because it can be confusing. There is not direction! What 
are assigning to what? It would better to use the -> or <- assignment operators

We will try using the tilde symbol by plotting a simple scatter plot, where age is the response variable and year is the explanatory variable. Which do you think will be the x-axis and y-axis of the plot? 

>plot(age~year,data=Melanoma)

This is the equivalent to plotting in this way

>plot(Melanoma$year,Melanoma$age) 

We can even do the same for our boxplots. 

>boxplot(age~year,data=Melanoma)


We would also like to see if there is any bias in sex of the individuals used in the study. 
Try doing that on your own, replacing year with sex instead.

Other nice ways of playing with the R Graphics is the layout command. layout can allow you to combine two graphs together. Let's have a look at this code segment

>layout(matrix(c(1,2),2,1))

>plot(age~year,data=Melanoma)

>boxplot(age~year,data=Melanoma)

The layout command requires a matrix of integers indicating the plot device and the location of the plot. We want to build a plot device of 2 rows and 1 column, where the first entry would be the first plot, and the second entry would be the second plot. Therefore the matrix that you are interested in would have two values, 1 and 2 (to indicate the first plot and second plot), nested in a two rows, 1 column matrix. To learn more about building a matrix, check out ?matrix

We'll finish up here by doing showing the powers of linear models, t.tests and ANOVAs.

##OPTIONAL

>summary(lm(age~sex,data=Melanoma))

>t.test(age~sex,data=Melanoma)

>anova(age~sex,data=Melanoma)

Tasks

i) Do some simple statistics

answer the following questions

1. What is the age of the oldest male patient in the cohort

2. What is the age of youngest female patient dead?

3. What is the mean, median of the thickness?

ii) Draw some graphs

1. Plot a histogram of the thickness

2. Plot a histogram and a boxplot using the layout command

3. Draw a histogram or boxplots and change the title, xlabel, ylabel or even colour it.

4. Plot a dot plot with thickness as y axis and age as x axis. Draw a line that associates these two variables

Answers

i) 1.  95

 
    2. 14


    3. mean = 2.9198, median=1.94


ii) 3. Correlation is 0.2124798

Survival curve

(This is optional. I'm adding this here for students who want to crack it in R and draw their first survival curve. There's minimal documentation here, as you're learnt all the methods to find the help for each and every function)

First call the library which has neat survival functions

>library(survival)

Then, we only use the patients who are alive and dead. Those who died of other reasons are excluded from the data (they can be included, but we'll keep this simple for now)

>newM<-Melanoma[Melanoma$status!='OTHER',]

And we change it back to a numeric vector

>newM$status<-ifelse(newM$status=='DEAD',1,2)

If you have not replaced the Melanoma$status with 1=DEAD,2=ALIVE and 3=OTHER, you can remove the Melanoma$status==3 individuals with 

>newM<-Melanoma[Melanoma$status!=3,]

Now we plot our survival curve

>plot(survfit(Surv(time,status)~sex,data=newM),col=c('blue','red'),main='Survival of Malignant Melanoma Patients',lty=c(2,1)) 

>legend('bottomright',legend=c('female','male'),lty=c(2,1),col=c('blue','red'))

>survdiff(Surv(time,status)~sex,data=newM)

Can you try looking between patients aged>50 and <50? Is survival of Malignant melanoma associated with age?

END OF SESSION I
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